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1.1. Objective
A recent project gave us an opportunity to explore data from an 
industrial refrigeration system. Typically, systems of this type re-
quire high volumes of electric energy, whose cost and supply can 
depend on numerous factors (e.g., market prices, auto-genera-
tion capacity in local facilities, weather). With the overall objective 
of making the system more energy efficient, we explored differ-
ent data-driven methodologies and AI-based approaches to work 
with data from such a system. In particular, we focused our efforts 
on understanding the system behavior and how it translated into 
properties of the data, and on modeling the relationship between 
the state of the refrigeration system (in terms of its chambers and 
compressors behavior) and its power consumption via machine 
learning (ML) models. 

In this PoC, we share the lessons learned from this work, the chal-
lenges and usability of different methods, and a reusable meth-
odology of feature engineering and ML model development to 
predict energy consumption from the state of the chambers and 
compressors in the refrigeration system. We also share our per-
spective on alternative approaches and the potential impact such 
AI-based frameworks can have on the energy efficiency of an in-
dustrial refrigeration system.

1. Abstract
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1.3. Vision
The work we present here can be viewed in the wider context 
of AI-based innovation of industrial systems. While the data and 
methods that we develop are specific to a refrigeration facility, the 
methodologies and techniques we utilize can be applied to other 
similar contexts. 

More generally, with the increasing availability of data (in terms 
of both quantity and ease of access), industrial processes can be 
tracked and monitored in real-time. The development of data-driv-
en tools like the one we present here goes in the direction of tap-
ping into the great potential data offers, and exploring the new 
opportunities it brings forward.

1.2. Context
Complex industrial systems provide several opportunities to be 
improved under different aspects and at different scales. Multiple 
options come to mind when thinking about a refrigeration system 
and the theme of energy efficiency, from making sure refrigeration 
chambers are utilized optimally (with respect to their content and 
size, for example) to considering the potential of auto-generation 
at a facility (e.g., via photovoltaic system) to take advantage of al-
ternative sources of energy to cool chambers when energy from 
the grid is more expensive. Artificial intelligence (AI) technologies 
like simulation methods, what-if analysis, and ML predictive mod-
els offer valuable toolkits to tackle the energy efficiency challenges 
in innovative ways, by bringing valuable insights for the manage-
ment and improvement of systems.

The first step when undertaking any of these AI-based endeavors is to 
understand the functioning of the system under study and the data it 
provides. Data often reveals and reflects complexities of the system, 
which are crucially important to develop methodologies that work as 
expected. A key component of our work when approaching data from 
an industrial refrigeration system has thus been studying the rela-
tionship between temperature in the chambers, compressors usage, 
and electricity consumption. While these relationships naturally un-
fold following complex physical models, and are affected by several 
variables, the assumption is that part of it could be uncovered by AI 
methods. Seeing it as an essential starting point for building more ad-
vanced and integrated frameworks, we focus our efforts on gathering 
insights on the roles of different components when predicting energy 
consumption, and the challenges they bring. 
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2.1. Refrigeration systems
Four different phases are usually identified in a cooling/heating 
system: active cooling, active heating, passive cooling, and pas-
sive heating [1].  As we deal with refrigeration chambers, the phas-
es we transition between are: 

•	 Active cooling phase: compressors are active to modify 
pressure in a refrigerating chamber, to bring the temperature 
down to a specified level.

•	 Passive heating phase: compressors are not activated (or 
not stepped up), so the temperature in a chamber is let to 
gradually increase.

While compressors’ usage level is what directly links to energy 
consumption, compressors’ behavior is operationally controlled 
by temperature in the refrigeration chamber, and more specifical-
ly by temperature setpoints: compressors are activated only when 
temperature moves above a certain temperature threshold and 
deactivated when temperature reaches a predefined lower level. 
Figure 1 can give an idea of the phase transition.

In practice, the physical behavior of the system is complex and af-
fected by several variables. Factors like the size of the chamber to 
be refrigerated, its content and occupancy, the compressors perfor-
mance and capacity, the outside temperature, and the temperature 
setpoint themselves are all variables that play a role in determin-
ing how much time is needed to lower the temperature by a certain 
amount, and thus ultimately how much energy is consumed. 

2. Problem description
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Figure 2. Levels of compressor #3 (top) and active power of the system (bottom), 
during the day 2023-06-01. 

2.2. Use case and available data
The use case we worked with concerns a system with 9 refriger-
ation chambers and 4 compressors. Note that the compressors 
are not in correspondence to specific chambers but can serve the 
whole system as needed. 

Historical data of the system behavior is available from May 26 
to July 25 of 2023, and system status is typically logged every 10 
seconds. Different time-series describe the variations of different 
indicators through time. Available data does not explicitly record 
temperature setpoints used in the chambers, but for each we know 
the current temperature and whether cooling is activated or not. 
Compressors’ states can vary between four possible levels (0, 1, 2, 
3). System-wide measures of active, apparent and reactive power, 
as well as low and high pressure are also available.
 
Figure 1. Temperature and cooling activation variables for chamber #4 (top) and cham-
ber #8 (bottom), during the day 2023-06-01. The cooling activation variable marks the 
active cooling phases, although the temperature behavior is not monotonic within 
phases. While chamber #4 shows a somewhat regular behavior throughout the day, 
chamber #8 show a less predictable evolution.
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Table 1 summarizes the attributes in the data. Figure 1 shows an 
example of the evolution of temperature and cooling activation in 
two different chambers, over a period of 24 hours, and Figure 2 
gives an example of the behavior of one compressor and the ac-
tive power. Note that the binary variables “Cooling activated” can 
be used to identify the active cooling phases of each chamber. In-
specting the data and plotting portions of chamber temperatures 
and cooling activations time-series, we also observe that:

•	 Setpoints vary between chambers, and even for the same cham-
ber they can be changed (e.g., over the course of the day).

•	 It can take different times to move between upper and lower 
setpoints, so active-cooling portions of the time-series have dif-
ferent lengths. During each phase, the registered temperature 
does not move monotonically (decreasing or increasing).

•	 After cooling is activated in a chamber, the temperature could 
still rise a bit before starting to decrease. In other words, there 
is a time lag between when compressors start to step up and 
when the effect on temperature starts to show.

These insights are important to guide the choice of methodolo-
gy to be applied to the data, and of the modelling approach to be 
adopted when trying to predict energy consumption from cham-
bers’ temperatures and compressors behaviors. For example, given 
the very heterogeneous trends showed by temperatures in cooling 
phases, one might decide not to focus the modeling on these phas-
es only, even though energy consumption is theoretically linked to 
them. Similarly, as the signal appears noisy at times, it seems a good 
idea to transform the time-series to ones with lower frequency (i.e., 
where records appear at intervals bigger than 10 seconds). 

Table 1. Attributes available from the original data.

Name Type Description
Compressor 
level (x4)

Categorical For each compressor, the usage 
level expressed as an integer in {0, 
1, 2, 3}

Chamber 
temperature (x9)

Continuous For each chamber, the registered 
temperature (ºC)

Chamber cooling 
activation (x9)

Categorical 
(0/1)

For each chamber, whether cooling 
is activated

Chamber 
conservation (x9)

Categorical 
(0/1)

For each chamber, whether a stand-
by mode is activated

Low pressure Continuous Low pressure of the system (bar)
High pressure Continuous High pressure of the system (bar)
Active power Continuous Active power of the system (kW)
Reactive power Continuous Reactive power of the system (kVAr)
Apparent power Continuous Apparent power of the system (kVA)
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2.3. Challenges
First insights from the data are also important to assess the chal-
lenges of the problem. Developing a data-driven prediction of 
power consumption in a refrigeration system like the one we study 
comes with several difficulties, some of which we outline below. 

•	 There is a single measure of power consumption but several 
chambers and compressors in the system. This makes it hard 
to clearly identify the contributions of each cooling phase 
to power consumption, and hence to link thermal energy 
(temperature change) to electric energy. 

•	 When directly linking temperature and electric consumption, 
the role of compressors could be hidden. Temperature levels 
activate compressors, which consume energy. Without 
a model that embeds both relationships in the system 
(temperature > compressors > energy), it might be hard to 
discover a clear signal from the data.

•	 Temperature behavior is not consistent and might be noisy. 
Due to different usage and characteristics of the chambers, 
we cannot extrapolate a stable behavior for the temperature. 
Moreover, data being logged at 10 seconds intervals can result 
in noise for the temperature and other measurements too, 
especially considering that energy prices and setpoints are 
not changed as often.

•	 There are multiple factors affecting the system on which 
we do not have control, nor data to model it. As mentioned 
above, the physical system is complex but available data is not 
enough to model it, so some simplifying assumptions might 
be needed.
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With respect to other methodologies, ML models are especially 
known for being capable of processing heterogeneous types of 
data and successfully synthetizing patterns from several inputs. 
As such, they are great candidates to help overcome some of the 
challenges outlined above. However, in order to use them correc-
tly, we need to ensure that what we input to them is a faithful and 
usable representation of the system we want to model. Feature 
engineering is the process of manipulating and transforming raw 
data into features, i.e., into a format that is more efficient for the 
model to process, and hopefully enhances its performance. 

In this section we describe our methodology of feature engine-
ering to transform inputs of the refrigeration system, and the deve-
lopment of ML predictive models of energy consumption that use 
them in different combinations.

3.1. Feature engineering 

STEP 1: Time-wise aggregation and columns expansion

The high granularity of the data makes it necessary to perform 
some aggregation step on the temporal dimension: this is be-
cause data recorded every 10 seconds may contain some noise, 
especially when the decision horizon for managing the refrige-
ration system is typically longer (e.g., 15 minutes, 1 hour). In our 
framework we aggregate data at a frequency of 15 minutes, mea-
ning that we summarize the 90 records of each 15-minute interval 
into a single one. 

3. Data-driven approaches 
to power prediction
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This kind of aggregation allows to condense data over the time 
dimensions and smooth out potential noise, but at the same time 
results in an inevitable simplification of the original data. To better 
capture and not lose the dynamics occurring across each 15-minu-
te time interval, we also extend the set of features by adding new 
statistics, so that predictive models can be inputted some informa-
tion about what went on during each time period. Depending on 
the type of input data (continuous or categorical), we expand each 
of the 15-minutes subseries by computing the following features:

•	 For continuous inputs (e.g., chamber temperature, system 
pressure, active power): for each subseries we register 
the first, last, minimum, maximum, and mean values. For 
chambers’ temperatures, we also explicitly compute the delta 
between first and last value.

•	 For categorical inputs (e.g., compressor state, chamber 
cooling activation): for each subseries, we register the first 
and last value in the interval, but also the number of changes 
in the interval, the overall dynamic, whether the interval shows 
constant inactivity (Boolean), and which proportion of time is 
spent at different values. 

Figure 3 illustrates an example of the aggregation and extension 
step on a fictional input time-series representing a compressor 
usage level.

With respect to the challenges outlined above, this step addresses 
the following:

•	 Temperature behavior is not consistent and might be noisy – 
we condense data on a 15-minute frequency, to ensure signal 
is more stable and relevant.

•	 When directly linking temperature and electric consumption, 
the role of compressors could be hidden – we process 
categorical features like compressors level as well, to include 
their dynamic in future prediction models.

Figure 3. Example of aggregation and expansion of a fictional time-series of compres-
sor levels. In the image, subseries are groups of 5 records, while in our experiments 
we group 90 records together (corresponding to 15 minutes). The “dynamic” feature 
is obtained by summing the variation in the states, i.e., +2 +1 -2 = +1 for the green exam-
ple and -1 +2 = +1 for the blue one.
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STEP 2: Aggregation over chambers and over compressors

The number of features that we obtain from the previous step de-
pends on the number of chambers and the number of compres-
sors, because each has its own original input time-series which is 
expanded into several new columns. This makes every predictive 
model that will be trained on this data also dependent on this num-
ber, but ideally, we would like our framework to generalize to sys-
tems with different numbers of components. Besides, the ordering 
of the chambers and compressors should not influence the predic-
tive result if they are to be considered interchangeable, but some 
models might fail to recognize this and misinterpret features. 

To overcome these problems, we perform a second aggregation 
step, this time summing and/or averaging the columns we obtained 
before over the set of chambers and the set of compressors. For 
example, we sum the first recorded temperatures across chambers 
to get a “total first temperature across chambers”. Proper norma-
lizations should also be chosen carefully to ensure models do not 
depend on the number of system components. As another exam-
ple, we average the first compressor level across compressors to 
get an “overall first compressors level”, normalized by the cumu-
lative maximum possible level (in our case, with 4 compressors of 
maximum level 4, we normalize by 16). While this makes us lose 
some other details of the data, it’s an important step to ensure the 
predictive models will work correctly and in a generalizable way.
 
The main challenge addressed by this step is 
•	 There is a single measure of power consumption but several 

chambers and compressors in the system. 

STEP 3: Adding external information

Given that our objective is predicting energy consumption, and 
that energy usage and supply can depend on different factors, 
another idea is to integrate the data from the refrigeration system 
with external information. 

Because we can expect different energy usages depending on the 
season, the time of day, or whether it is a holiday or not, a sim-
ple but effective way of providing additional context to the system 
data is by expanding the information on the date and time. We 
derive from the time-series timestamps the following explicit fea-
tures:  month, day, weekday (numbers from 0 to 6 from Monday to 
Sunday), is weekend (Boolean), hour. For example, the timestamp 
‘2023-06-01 12:35:40’ becomes encoded by the vector of features 
(6, 1, 3, False, 12). 

Another important factor that could affect the management of re-
frigeration chambers is the outside temperature. To include it in 
the inputs to our models, we scrap weather data from www.meteo.
cat, where it is logged at a 30-minute frequency, and we use as fe-
ature the external observed temperature. Note that the 30-minute 
frequency of the weather data might be different from the one that 
was used to aggregate data from the system (in our case 15 minu-
tes), and so scrapped records might need to be transformed to the 
proper time scale. 

This last step goes into the direction of answering to challenge
•	 There are multiple factors affecting the system on which we do 

not have control, nor data to model it.

https://www.meteo.cat/
https://www.meteo.cat/
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Overall, while trying to respond to different challenges, the steps 
of feature engineering outlined above provide us with different 
sets of usable inputs that represent distinct aspects of the system. 
We obtain aggregated and expanded information about the sys-
tem pressure, the overall temperature in the chambers, the com-
pressors overall behavior, the datetime context and the weather 
context of each 15-minute interval. We discuss next how this infor-
mation can be integrated into ML predictive models.

3.2. Development of prediction models

Data preparation

Historical data from the refrigeration system is available between 
dates 2023-05-26 and 2023-07-25 and comprises 519038 records 
logged at a 10-second frequency (only a few minor gaps are pre-
sent). We perform the feature engineering steps described above 
to aggregate data at a 15-minute frequency and obtain a dataset of 
5621 records. In this reduced dataset, each record summarizes the 
state of the system over a 15-minute interval. A basic cleaning step 
is also included in the pipeline, to take care of removing records 
that show missing or invalid values. The main tool we use in this 
phase is the Python library Pandas.

We select the aggregated mean of the “active power” variable as 
prediction target for our regression models. While computing all 
features expands the data to a total of 274 columns, we only use 
some subsets to train and test ML models on different regimes of 
information.

Feature regimes

As we are interested in studying the relationship between tempe-
rature in the chambers, compressors usage, and electricity con-
sumption of the system, we explore the predictive performance of 
different sets of features. Table 2 describes the 6 different feature 
regimes which we work with. 
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As performance metrics for the regression task, we use the fo-
llowing metrics:
•	 R2 score (coefficient of determination), which is best at 1. This 

is the score internally used by Scikit-Learn to perform model 
validation.

•	 MSE (mean square error)
•	 MAE (mean absolute error)
•	 Median-AE (median absolute error), which is more robust to 

outliers than MAE

Discussion of results

In Figure 4 we highlight the test results obtained by the best tuned 
model on each feature regime. Figure 5 plots the RFR predictions 
on the test set (2023-07-14 to 2023-07-25) and compares them 
with the true values of energy consumption (active power), for 
three relevant regimes. 

•	 We first note that results are quite consistent among different 
scores and model types. In other words, the defined feature 
regimes show a distinct behavior and can be compared with 
some confidence. RFR models are also consistently better than 
SVR ones.

•	 The worst regime for predicting power is temperature only. The 
first learned lessons from these experiments seems to confirm 
the intuition that directly linking temperature and electric con-
sumption (temperature > energy) without considering the role 
of pressure and/or compressors does not go a long way – at 
least with our data and features.

 

Table 2. Description of the tested feature regimes. 

Regime name Description
Pressure only Features relative to high and low pressure of the 

system
Temperature 
only

Features about the overall temperature behavior, 
aggregated throughout the chambers

Pressure and 
temperature

Combination of pressure only and temperature only

PTDM Pressure and temperature combined with datetime 
and weather (meteo) features

Compressors 
only

Features derived from the overall compressors’ 
behavior

Compressors 
and PTDM

Compressors behavior features combined with 
PTDM ones

Training and testing regression models

To train, validate and test our models, we split the data into porti-
ons of 60%, 20%, 20% respectively, while maintaining the temporal 
order of the records. We test two main types of ML regression mo-
dels: Support Vector Regressors (SVR) and Random Forest Regres-
sors (RFR), comparing different combinations of hyperparameters 
on the validation set (18 and 27 hyperparameters combination for 
SVR and RFR, respectively).  Standard scaling is applied to the data 
for SVR. The toolset used for implementing learning pipelines is 
the Python library Scikit-Learn [2]. 
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•	 The limitations of the temperature only setting might of course also 
be due to the fact that temperature features are not descriptive 
enough, given that we aggregate them across chambers. 

•	 The performance improves quite dramatically when adding 
pressure features to temperatures ones (pressure and temperature 
setting), while adding additional context features (PTDM) seems to 
bring only marginal improvements, and only in some scores. This 
might be due to the fact that the external information is minimal 
compared to all the external factors playing a role in the system.

•	 The best scenario is the one combining all the features, and in 
particular information from both temperature and compressors 
(i.e., covering both links in temperature > compressors > energy). 
The compressors features appear to have more impact than 
features computed from the high- and low-pressure indicators. 

•	 Finally, it is interesting to highlight that the compressors only 
regime performs quite well. Features that summarize compressors 
behavior could be enough to predict energy consumption, without 
necessarily needing other information from the system. 

Figure 4. Test regression scores for the best tuned models in each feature regime. We 
highlight best, second best and worst regimes in terms of predictive performance.

Best

Second best

Worst

LegendSVR RFR

Figure 5. Test set predictions of the best validated RFR model under feature regimes 
temperature only (top), pressure and temperature (middle), and compressors and 
PTDM (bottom). 
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The goal of this PoC was to gather insights about the roles of dif-
ferent components of an industrial refrigeration system when pre-
dicting its energy consumption. We focused our attention on the 
data from the system, and on the methodologies that could har-
ness them. As mentioned before, we see this as an essential star-
ting point for building more advanced and integrated framework, 
so we now discuss some potential ways forward and alternative 
approaches to deal with energy predictions in similar industrial 
systems. 

•	 What-if scenarios: changing temperature and compressors le-
vels. As it is for the system we work with, together with the state 
of chambers and compressors one would most likely have ac-
cess to a real-time reading of energy consumption. Why then 
trying to predict it in the first place? AI frameworks like the one 
we developed often find their usage in what-if analyses, when 
we want to study the effects and consequences of hypotheti-
cal scenarios for a system. From this point of view, it is natural 
to envision a setup where the user could test different options 
of chamber temperatures, setpoints and/or compressors le-
vels, derive the corresponding input features and interrogate a 
trained ML model in order to compare prospective energy con-
sumptions of the system under different initial conditions. As 
we have seen, the linking of both temperature > compressors > 
energy is challenging, so more work could be needed to model 
both relationships precisely, potentially with separate predicti-
on models. 

4. Potential extensions and impact
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•	 Predictions on future time-steps. Another option would be to 
shift the focus of the predictions to future time-steps, asking: 
given the current state of the system, or the evolution of the 
system in the last time interval, what would the energy con-
sumption be in the next time-step? One way to ease a model 
prediction into the future would be to add features that are 
more descriptive of the evolution of the system variables in the 
near past, e.g., by computing rolling-window features. In this 
case, some extra care would be needed when splitting data for 
training, validation and test, to avoid data leakage and over-
fitting. An example of a similar forecasting approach can be 
found in [3].

•	 Phase isolation in simple system. While we excluded the option 
to work on isolating data from cooling phases in our framework, 
due to the presence of multiple compressors and chambers, 
this could be a valid approach in a simpler system (1 compres-
sor and 1 chamber). In particular, simple systems could po-
tentially allow to study the relationship between temperature 
changes and energy consumption directly, bypassing the role 
of compressors.

All in all, AI-based innovations hold a great potential for improving 
the efficiency of industrial refrigeration systems. Because of their 
flexibility, these methodologies can be adapted to suit needs at dif-
ferent scales and address different concerns, and can be combined 
in multiple ways to deliver better outcomes and new insights. 
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